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Modeling domains in terms of entities and their relations is often a very effective way to represent
knowledge and thus is becoming increasingly ubiquitous in many different fields of applications
such as the semantic web, computational biology and artificial intelligence. Learning semantics in
such a multi-relational domain is different than, for instance, in linguistics or in computer vision,
as relational data is inherently structured1 and therefore covers already a certain level of semantic
meaning. However, in addition to the raw relational data, i.e. instances and their relations, there
often exists a conceptualization of a domain, which describes the domain in question formally and
adds deeper semantic meaning to the data. In computer science such a conceptualization is usu-
ally referred to as an ontology (in slight misuse of the original philosophical meaning) [2] or as a
semantic network [5]. In most cases, an ontology incorporates

1) Concepts A list of concepts, i.e. types or groups of instances, that exist in the domain. Typically,
these concepts are characterized by their attributes and in what relations they participate.

2) Relations A list of relations that exist in the domain. Often, type and cardinality restrictions are
also given for these relations.

3) Concept Hierarchies Usually, concepts are modeled in hierarchies, such that some concepts are
subclasses of other concepts. Here, the definition of the subclass relation is that a subclass
inherits all attributes and relations of its parent.

All these aspects feature different, challenging learning tasks. Here, we focus on learning (1) and
(3) from instance data, what is equivalent to learning a taxonomy for the domain of discourse.

A taxonomy can be interpreted as an hierarchical grouping of instances. Consequently, a natural
approach to learning a taxonomy for a particular domain is to compute a hierarchical clustering of
the entities in this domain and to interpret the resulting clusters in consideration of their members.
However, there are only very few approaches that are able to compute a hierarchical clustering for
multi-relational data [4]. Here, we employ the RESCAL model [3] for this matter, which has shown
very good results in various relational and collective learning tasks, such as link prediction, link-
based clustering and entity resolution. Using RESCAL, a hierarchical clustering can be computed
as following. First, relational data is modeled as a tensor X , such that two modes of X correspond
to the concatenated entities of the domain, while the third mode holds the relations. A tensor entry
Xijk = 1 denotes the fact that there exists a relation k-th-Relation(i-th entity, j-th entity). Otherwise,
for non-existing and unknown relations, Xijk is set to zero. Then, each frontal-slice Xk of X is
factorized into the matrix product

Xk ≈ ARkA
T

where A is an n × r matrix, Rk is a full, asymmetric r × r matrix, n is the number of entities in
the domain and r is the rank of the factorization. An illustration of this factorization is shown in
Figure 1a. According to the RESCAL model, A can be interpreted as an embedding of all entities
into a latent-component space, where the entities’ similarity in this space reflects their similarity in

1Here, we assume relational data is given in Relation(subject, object) triples
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the relational domain. To compute a hierarchical clustering of entities, we make use of this property
of A, and simply compute a clustering in the latent-component space. This has the advantage that
any feature-based hierarchical clustering algorithm can readily be applied to this matrix, since A
represents entities only by their participation in the latent components. However, the clustering will
still be determined by the entities’ similarities in the relational domain. In the following evaluation
we chose the hierarchical clustering algorithm OPTICS [1], which also provides an interpretable
visual representation of a hierarchical clustering. An example of this representation is shown in
Figure 1b.
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Figure 1: (a) The RESCAL model. (b) Reachability-plot of an OPTICS clustering on the IIMB dataset.
“Valleys” in the plot correspond to clusters, nested valleys correspond to the cluster hierarchy.

To evaluate our approach, we conducted experiments with the objective to rebuild an existing
taxonomy as closely as possible in a fully unsupervised setting, i.e. only from instance data.
For this purpose we used the large version of the IIMB 2010 benchmark dataset of the Ontol-
ogy Alignment Evaluation Initiative, which contains around 1400 instances of a movie domain.
These instances are organized in an ontology that consists of 5 distinct top-level concepts, namely
Budget, Creature, Film, Language, and Location. The concepts Creature, Film and
Location are again subdivided into multiple concepts such as Person and Character, Anime
and Action Movie or Country and City. In total there exist 80 concepts and the maximum
subclass-level is 3. Modeling this data as a tensor results in a tensor of size 1519 × 1519 × 35. To
evaluate the quality of our clustering, we followed the procedure suggested in [6] and assign that
F-measure score to a particular concept that is the highest for this concept out of all clusters. The
idea behind this approach is that there should exist one cluster for each concept that is pure and
holds most of this concept’s instances. Table 1 shows the results of our evaluation, using a rank-10
RESCAL model and an OPTICS clustering with minpts = 1.

Table 1: F-measure for selected concepts and weighted F-measure for all concepts per subclass-level. Concepts
of the same concept hierarchy are coloured identically.

Level 1 Locations Language Films Creature Budget All
0.899 0.923 1.0 0.995 1.0 0.958

Level 2 City Country Science Fiction Character Person All
0.942 0.59 0.81 0.727 0.975 0.756

Level 3 Capital - Director Character Creator Actor All
0.942 - 0.811 0.308 0.58 0.791

It can be seen that our approach achieves good results throughout all levels, especially for top-level
concepts. One reason for this behaviour is that on this level every concept is represented by a
sufficient number of instances, while e.g. some level 2 movie concepts include only two or three in-
stances and therefore are hard to recognize due to an insufficient number of examples. Motivated by
these promising results, we plan to apply our approach to larger and more complicated taxonomies
in the semantic web. Since semi-supervised data can be handled easily with our model, we also
intend to investigate what improvements can be achieved by using this kind of data.
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